
BU L K  V E R I F I C AT I O N

Your 100,000-contact
list is really 70,000. The
six-step bulk clean that
recovers the other
30,000.
A working playbook for marketing operators and agencies

managing email databases at the scale where dirty lists stop

being a hygiene problem and start being a budget problem.
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I NTR O DUCT I O N

Who this is for

You manage a database that the rest of the business depends on. The list grew through years of

forms, imports, event signups, partner exchanges and the occasional purchase, and most of it

works.

The campaigns ship, the dashboards report, the revenue arrives. Then someone in finance asked

why ESP costs grew faster than the active customer base, or someone in marketing asked why

open rates have drifted down for four consecutive quarters, and the question landed at your desk.

You already know the list is part of the answer. This guide is for what you do next.

It assumes you manage at least one list of ten thousand contacts or more, you can export

segments and re-import cleaned versions back into your CRM or ESP, and you are comfortable

with the idea that a portion of your database is no longer mailable. No deliverability expertise is

required. If a developer on your team is reading instead, every step in section 5 maps cleanly to a

bulk verification API call and can be wired into a scheduled job.

B E F O R E  YOU  STA RT

Reading time is about 32 minutes. You leave

with a four-tier list classification, a step-by-

step bulk cleaning procedure, a hygiene

calendar, an agency client-conversation

template, and a working operating reference

you can keep open while running the next

clean. Assumes a list of at least ten thousand

contacts you can export to CSV.

H OW  TH I S  GU I D E  I S  STRUCTUR E D

The first half builds the cost case: what dirty

lists actually charge you, how decay works,

and the four tiers that replace a binary clean /

dirty label. The second half is operational: a

bulk verification procedure you can run

today, a hygiene calendar sized to your list,

and a section written for agencies that need

to defend list health to clients. The final

section consolidates everything into a one-

page reference.
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010101 The hidden cost of a dirty list

Before you can defend list hygiene as a line item, you need a credible number to defend it with.

The case is usually told with deliverability language, which is the right answer for the engineering

team and the wrong answer for finance. Finance reads dollars. So begin with the dollars.

A list of one hundred thousand contacts that contains thirty percent unmailable addresses is, in

operational terms, a seventy-thousand-contact list charging you for one hundred thousand. The

thirty thousand addresses you cannot reach still occupy ESP record slots. Most enterprise ESPs

price in bands by record count, not active record count. HubSpot, Klaviyo, Mailchimp, Salesforce

Marketing Cloud, Iterable and Customer.io all charge against the size of the contact base, not the

engaged subset. A bracket move from seventy-five thousand to one hundred thousand contacts

at HubSpot is roughly $300 per month at the time of writing in May 2026. Across a year, that is

$3,600 paid for records you cannot reach.

The second cost is opportunity. Within the unreachable thirty percent are real contacts whose

addresses have been corrupted, mistyped at signup, or whose mailbox provider has changed

without an update to your record. Industry studies from NeverBounce and Validity consistently

report that between three and seven percent of unmailable contacts in a typical B2B database are

recoverable through typo correction and re-engagement. On a hundred-thousand-contact list that

is between three thousand and seven thousand recoverable contacts left unreached every

campaign.

The third cost is the one most teams already feel: deliverability damage. Continuous sending to a

list with a sustained bounce rate above two percent produces measurable degradation in inbox

placement within four to six weeks. Once primary-tab placement contracts, every campaign

performs worse, including campaigns to your engaged segment. The damage is asymmetric: it

accumulates quickly and recovers slowly.
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The financial case for list hygiene lives in three layers. The first is the ESP invoice you are paying

for unreachable records. The second is the revenue from contacts you could reach but are not.

The third is the reputation damage degrading every campaign. Most decks present only the

third. The first two are larger, and finance reads them more readily.

ESP invoices charge for records, not for reachable records.

Three to seven percent of a typical unmailable segment is recoverable, not unreachable.

Reputation damage compounds across the entire program, not just the dirty list.

Build the case in dollars first, then in deliverability. Finance reads dollars.

020202 How lists decay, and why faster than you think

A list is not a static asset. It is a depreciating one. ZoomInfo and Validity have both published

industry data showing B2B contact data decays at roughly twenty to thirty percent per year, with

finance, professional services and SaaS trending toward the upper bound. The decay is not

uniform. Some categories produce slow drift; others produce sudden cliffs. Treating them as one

bucket is part of why hygiene programs are usually underfunded.

The slow categories

People change jobs. Average tenure for B2B knowledge workers in 2025 was three years and eight

months according to the U.S. Bureau of Labor Statistics, with marketing, sales and engineering all

running below that average. A contact added three years ago has roughly a fifty percent

probability of having moved organisations, and a meaningful probability of a different mailbox

provider even if they kept the same employer.

People merge accounts. A subscriber may have signed up with a personal address, then later with

a work address, and the two records sit separately in your CRM. The personal one is often the

older, more decayed one. Without de-duplication, you mail both, and the dead one contributes to

your bounce rate while the live one absorbs the response.

The fast categories

A platform-side cliff is the dangerous one. When a major mailbox provider sunsets a domain, every

contact on it goes from active to dead in a single day. Examples from the last few years include

Yahoo Groups, AOL legacy domains, and a wave of shuttered email-aliasing services. Lists that

were eighty-five percent valid on a Friday have been seventy-eight percent valid the following

Monday. Without scheduled re-verification, you do not learn about it until your bounce dashboard

catches up.

A signup-flow cliff is the other one. A spike in disposable address registrations is now an almost

weekly event at SaaS companies running self-serve signups. New burner-mail providers appear

faster than any static blocklist can catch them. Without a verification layer at signup, your list pulls

in throwaway addresses that bounce once you start mailing, and the damage is dated weeks after

the actual signup spike.
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Take your list as it stands today, filter to contacts whose last engagement was more than

eighteen months ago, and count. If that segment is larger than twenty percent of the file, decay

has outpaced your hygiene cadence and you are sending to a list whose actual reachable size is

much smaller than your CRM is telling you.

Decay is not uniform. Slow categories drift; fast ones cliff.

Twenty to thirty percent annual decay is the industry baseline for B2B.

Platform sunsets and disposable signups produce cliffs that scheduled hygiene catches and
ad-hoc hygiene misses.

Eighteen months without engagement is the warning line. Above twenty percent of file, the
cadence is wrong.

030303 The four tiers of list quality

Most CRMs offer a binary label: deliverable or undeliverable. That label is too coarse for any list

large enough to justify reading this guide. The framework below replaces it with four tiers that

each support a different action. It is the same framework the operating reference in section 8

closes with.

T IER WHAT  IT  MEANS ACT ION

Safe to send Verified mailbox with a positive
engagement signal in the last ninety days.

Default campaign segment. Send
freely. Re-verify quarterly.

Risky Verified domain with no confirmed
mailbox status. Includes scored catch-alls
and untracked role accounts.

Send only as part of a healthy mix.
Cap at ten percent of any campaign.
Promote on engagement, demote on
bounce.

Unverifiable Domain unreachable at verification time,
or address whose category cannot be
determined from any signal currently
available.

Quarantine. Do not send. Re-verify
next cycle. Suppress after three failed
cycles.

Remove Hard invalid, confirmed disposable,
confirmed spam trap, or unsubscribed.

Suppress permanently. Confirmed
traps must be removed before the
next send, not after.

Where catch-alls sit, and why it matters

Catch-alls live inside the Risky tier, and the rest of the framework is built around them, because

they are the largest tier-three population in almost any B2B list. A domain configured to accept

every address at @company.com returns a 250 OK to verification handshakes whether the user

exists or not. Standard bulk verifiers report this honestly as Unknown and hand the decision back

to the operator. That is the wrong end of the call to make in bulk.

A more useful answer requires going outside the SMTP handshake. Three additional signals make

a catch-all address scoreable. The first is historical engagement: across an anonymised

verification network, has this specific address opened, clicked or interacted in the last sixty days?

The second is corporate domain reputation: is this catch-all hosted on a stable Fortune-1000 mail

footprint with no abuse history, or on a recently registered domain with no other traffic? The third

is spam-trap cross-reference: does the domain appear on industry trap-network registries?

Together these turn a binary Unknown into a confident classification: likely valid, watch, or do not

send.

On a typical B2B list, that resolution dramatically reduces the size of the Risky tier. A file that

arrives forty percent Risky from a basic verifier often returns from a catch-all-aware verifier as

eight to ten percent Risky and thirty percent Safe to send. The work of section 5 depends on that

resolution: a Risky tier large enough to dominate your file is one you cannot safely act on.
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Catch-all is not a failure of verification. It is the limit of what an SMTP handshake can decide on

its own. The question for an operator is whether you want to do the rest of the work yourself

across forty percent of every list, or pay a verifier that resolves it for you.

Four tiers replace a binary clean / dirty label.

Safe to send earns campaigns. Risky earns a 10% cap. Unverifiable earns quarantine. Remove

earns deletion.

Catch-alls live inside Risky, and the tier framework depends on a verifier that resolves most
of them.

An unresolved Risky tier above twenty percent of file is the signal to change verification tools,
not to send anyway.

040404 Bulk verification mechanics

Before you run the procedure in section 5, you should know what the operation will look like, how

long it will take, and what the cost shape is going to be. Bulk verification is a different operation

than one-off verification, and treating them the same is the source of most surprises.

Throughput

A modern bulk verification service processes between one thousand and ten thousand addresses

per minute, depending on how many require deep SMTP inspection versus how many can be

settled from cache. A list of one hundred thousand contacts takes between ten minutes and an

hour on the provider side. The bottleneck is rarely the verifier; it is your CSV export, upload and re-

import flow, which usually adds another fifteen to thirty minutes of operator time.

Pricing

Most providers price per verification. The crucial question for bulk work is what they charge for an

Unknown result. Some charge for every record processed, including those they could not resolve.

Email Awesome and a few others charge only for resolved results. On a B2B list with forty percent

catch-all addresses, the difference between the two models is roughly forty percent of the bill. A

hundred-thousand-contact run priced at $0.007 per record charges $700 to verify, and $280 of

that is for results the verifier could not resolve. Under the other model, the same run charges

$420.

Output format

A useful bulk output annotates every input row with at least the tier, the reason code (syntax

invalid, mailbox not found, catch-all-watch, disposable, trap, role), and where applicable a

confidence score. Outputs that collapse to a single deliverable / undeliverable column are not

actionable in the four-tier framework and force every team to rebuild the categorisation in their

CRM. That rebuild is paid every cycle.
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If the verifier you evaluated charges for Unknown results, factor that into your budget before

committing to a cadence. A monthly hygiene run on a hundred-thousand-contact list charged for

every record processed costs roughly the same as quarterly hygiene under a no-charge-for-

unknown model. The pricing model is the cadence question in disguise.

Bulk verification throughput is rarely the bottleneck. Operator time around it is.

Watch the pricing model. Charging for Unknowns can double the effective cost of a run.

Useful output is annotated by tier, reason and confidence. A single deliverable column is not
actionable.

Pricing shapes cadence. The right cadence under no-charge-for-Unknown is more frequent.

050505 Cleaning a list of 10,000-plus contacts

This is the operational core of the document. The procedure below is built for an operator working

alone, with access to a CRM or ESP export and a bulk verification service. It is sequenced so each

step produces an artifact you can hand off if you have to stop and resume.

Step 1. Scope and export

Decide whether you are cleaning the entire list or a segment. Whole-list cleans are appropriate

quarterly; segmented cleans between cycles, especially before a high-stakes campaign. Export to

CSV with at minimum the email address, the CRM contact ID (essential for re-import), the date the

contact was added, and the most recent engagement timestamp. Save the export with a date in

the filename and a row count. You will compare against it at the end.

Step 2. De-duplicate

Run a duplicate sweep before verification. Verifying the same address twice charges you twice.

Match on lowercased email address; if your CRM ID lets multiple records share an email, decide

which survives based on the more recent engagement timestamp. Document the dedupe count

separately. It is one of the numbers you will need for the finance case in the next cycle.

Step 3. Verify

Upload to your verification service. For a list above a few thousand contacts the API or bulk-

upload route is faster and more reliable than browser-based one-by-one verification. Wait for the

run to complete. Modern services notify by email or webhook; if yours does not, treat the run as a

job to revisit, not a screen to wait on. Download the annotated output as a fresh CSV. Do not

overwrite the source export.

Step 4. Classify

Map the annotated output onto the four tiers from section 3. Most verifiers produce a tier or status

field directly; if yours produces a more granular set of reason codes, write a one-time mapping

that collapses them onto Safe / Risky / Unverifiable / Remove. Record the proportion in each tier.

These four numbers are the headline figures for the cycle.

Step 5. Re-import and suppress

Push the classified output back to your CRM as a tag, custom field or list membership. Move

Remove-tier contacts to a suppression list, not to deletion. You want a record that the address was

removed and why, in case the contact ever resurfaces. Unverifiable contacts move to a quarantine

list, not the active list. Risky contacts stay in their original lists but are tagged so segmentation

rules can apply the 10% cap from section 3.

Step 6. Reconcile and report

Compare the row count and tier mix to the previous cycle. Record the deltas. Over time the deltas

tell you whether your acquisition channels are getting cleaner or worse, whether decay is

accelerating, and whether any single channel is producing an outsized share of Risky and Remove

contacts. This is the highest-value artifact of the entire procedure, and the one most teams skip.
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After your first full cycle, share the four tier proportions with marketing and acquisition. The

conversation that follows is usually the moment list hygiene becomes a cross-functional concern

instead of an ops chore. The numbers do the work the deck never quite managed.

Six steps. Roughly an hour of operator time per ten thousand contacts beyond the verifier
wait.

The dedupe step pays for itself before you finish reading this sentence.

Removes go to suppression, not deletion. The record matters.

Reconciliation is the artifact the next cycle depends on. Do not skip it.

060606 Building a list hygiene calendar

Hygiene cadence is a function of three variables: list size, campaign frequency, and decay velocity.

The table below maps the three to a defensible default. Use it as the starting point, then adjust

against the numbers your last reconciliation produced.

LIST  PROFILE
RECOMMENDED FULL
CLEAN

TRIGGERED RE-
VERIFICAT ION

Under 25k contacts, weekly to monthly campaigns Quarterly Before any single
campaign above 25%
of file.

25k–100k contacts, weekly campaigns Monthly Before any campaign
to a segment older
than 90 days. After
any signup spike
above 5% of list size.

100k–500k contacts, multi-stream programs Monthly, segmented Continuously on
signup. Quarterly full
pass across the entire
database.

Above 500k contacts, automation at scale Continuous, via API at
signup and campaign-
trigger time

On every major
segmentation event.
Quarterly full audit for
tier drift.

Cold outreach lists (any size) Before every send Sourced lists re-
verified on receipt,
regardless of vendor
claim.

The trigger column is more important than the cadence column. A monthly full-clean schedule

does nothing for the campaign that ships three weeks into the cycle to a segment that has

decayed since the last pass. The triggers above are the moments where ad-hoc verification

produces more value than scheduled verification, and the moments teams without a documented

trigger most often forget.
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Cold outreach is the exception to every cadence rule above. A purchased or scraped list is

verified before it touches your sending infrastructure, no matter what the vendor claims about

list quality. Vendor verification certificates are not equivalent to verification you run on your own

account. Accountability for a bounce sits with the sender, not the vendor.

Cadence is a function of list size, campaign frequency and decay velocity, not of habit.

Triggers matter more than schedules. Scheduled cleans miss the spike between cycles.

Cold outreach lists are verified before they touch your infrastructure, regardless of vendor

claim.

The right cadence is the one the reconciliation report in section 5 tells you to use.

070707 For agencies: presenting list health to clients

If you run hygiene for clients, the procedure above is half the job. The other half is the

conversation that turns the work into a defensible service line. Agency operators almost always

undersell list hygiene because the deliverable looks like a deletion. The reframing below is what

most agency owners settle on after the first client renewal that hinged on a deliverability

conversation.

The framing the client hears

Lead with the dollar number from section 1, not the deliverability number. Most clients have a

roughly accurate sense of what their ESP costs. They have almost no accurate sense of what their

reputation is worth. The dollar saving is concrete and prove-able from invoices; the deliverability

saving is real but harder to evidence in a quarterly review. Start with the concrete number, then

move to the larger one.

The deliverable that survives the QBR

Send the client three documents per cycle: the tier-mix report, the trigger log (which signup

batches, partner imports or campaigns triggered ad-hoc cleans), and the acquisition-quality

breakdown (which channels produced the highest share of Risky and Remove contacts). The third

escalates: it tells the client which marketing channels are introducing decay into the database

faster than the others, and that question almost always reaches their CMO.

The conversation about deletions

Clients are reflexively uncomfortable with deletions. Frame removed contacts as moved to

suppression, not deleted, and provide the suppression list as part of the deliverable. They are still

in the database; they are simply not being mailed. This addresses the most common pushback at

the third or fourth cycle, which is a client noticing their contact count has dropped and reading it

as a loss rather than a recovery.
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The agency operators who turn list hygiene into a renewal driver are the ones who stop

describing it as a cleaning task and start describing it as a CRM data-quality report. The work is

the same. The framing decides whether the client sees a line item or an insight.

Lead with dollars. Deliverability comes second in the conversation, even if it leads in the
work.

Three documents per cycle: tier mix, trigger log, channel quality.

Removes go to suppression, not deletion, and the client gets the suppression list back.

The framing decides whether hygiene is a line item or an insight.

080808 The bulk verification operating reference

This is the master reference. A reader who reads only this section should be able to execute a full

cycle, defend the tier framework to a sceptical client or internal stakeholder, and set the right

cadence for any list they manage. It is built to live on a second monitor while you work.

Tier definitions and actions

T IER DEFINIT ION ACT ION

Safe to send Verified mailbox, positive engagement signal
in last 90 days.

Default campaign segment.

Risky Verified domain, mailbox status
unconfirmed. Includes scored catch-alls and
role accounts.

≤ 10% of any campaign. Promote
on engagement, demote on
bounce.

Unverifiable Domain unreachable or category
indeterminate.

Quarantine. Re-verify next cycle.
Suppress after three failed cycles.

Remove Hard invalid, disposable, confirmed trap,
unsubscribed.

Move to suppression list.
Confirmed traps removed before
next send.

Health thresholds

METRIC HEALTHY WARNING STOP SENDING

Safe-to-send share of file ≥ 75% 60–74% < 60%

Risky share of file ≤ 15% 16–30% > 30%

Hard bounce rate per campaign < 1% 1–2% > 2%

Spam complaint rate per campaign < 0.1% 0.1–0.3% > 0.3%

Unsubscribe rate per campaign < 0.2% 0.2–0.5% > 0.5%

Cycle checklist

Source export tagged with date, row count, and segment definition.

De-duplication pass completed and dedupe count recorded.

Bulk verification run completed and annotated CSV downloaded to a fresh filename.

Tier mapping applied and proportion in each tier recorded.

Removes moved to suppression. Suppression list updated, not contacts deleted.

Unverifiables moved to quarantine with a re-verification flag.

Riskys tagged in CRM so the 10% per-send cap can be enforced by segmentation.

Reconciliation report compared against previous cycle. Deltas and channel attribution noted.

Tier mix, trigger log and channel-quality summary shared with stakeholders. Cadence

reviewed.
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Print this section. Pin it. Run the next cycle against it. The first cycle you complete against a

documented reference is the one that turns hygiene from a recurring chore into an operating

function with measurable outputs.

Four tiers, five health thresholds, nine checklist items. The full operating function on one
page.

Health thresholds are decision lines, not goals. Crossing one is a signal to act, not to ship.

The checklist exists so the cycle survives staffing changes.

When this page becomes routine, list hygiene is no longer the work it used to be.

R E A DY  TO  M OV E  F O RWA R D

Bring the file. We will return a list you can send to.
If your Safe-to-send tier covers less than seventy-five percent of your file, or your Risky tier

sits above twenty percent because catch-alls are arriving unresolved from your current

verifier, the next campaign is going out from a list whose actual reachable size is

meaningfully smaller than your CRM is reporting. The procedure in section 5 closes that gap.

WH AT  TO  B R I N G WH AT  YOU  G ET

The CSV you intend to clean, ideally

including CRM contact ID, signup date and

last-engagement timestamp.

Your last-quarter campaign report from your

ESP with open, click and bounce rates per

send.

Your current ESP plan tier, so we can

calculate the dollar component of the cost-

of-decay report against your real invoice.

A tier classification of the full file (Safe, Risky,

Unverifiable, Remove) with confident

resolution across the catch-all segment,

returned as a re-importable CSV.

A cost-of-decay report breaking down the

ESP-record, unreachable-recoverable and

projected deliverability components, sized to

your volumes.

A documented hygiene cadence with

scheduled and triggered events, sized to

your list profile and acquisition channels.
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